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ABSTRACT
As industry moves towards many-core chips, networks-on-chip
(NoCs) are emerging as a scalable communication fabric for in-
terconnecting the cores. With increasing core counts, there is a
corresponding increase in communication demands in multi-core
designs to facilitate high core utilization, and a consequent critical
need for high-performance NoCs. Another megatrend in advanced
technologies is that power has become the most critical design con-
straint. In this paper, we focus on trace-driven virtual channel (VC)
allocation in application-specific NoCs. We propose a new signif-
icant VC failure metric to capture the impact of VCs on network
performance and efficiently drive NoC optimization. Our proposed
metaheuristics achieve up to 38% reduction in the number of VCs
under a given average packet latency constraint. In addition, com-
pared to a recently proposed trace-driven VC allocation approach
[13], we obtain up to an O(|L|) speedup, where |L| is total num-
ber of links in the network, with no degradation in the quality of
results.

1. INTRODUCTION
Networks-on-Chip (NoCs) are emerging as the de facto inter-

connection fabric of choice for both general-purpose chip multi-
processors (CMPs) [16, 26, 28] and application-specific multipro-
cessor systems-on-chip (MPSoCs) [6, 20]. With increasing core
counts, there is a corresponding increase in communication de-
mands in multi-core designs to facilitate high core utilization and
the corresponding critical need for high-performance NoCs. At the
same time, power has become the most critical design constraint
in advanced technologies [9, 32], with power affecting virtually all
“grand challenges” for NoC design.
The design of an on-chip network can be broken into its various

building blocks: topology, routing, flow control, router microarchi-
tecture, and link architecture. Among these building blocks, router
microarchitecture is of utmost importance due to its significant im-
pact on communication latency. As a result, significant research ef-
fort has been spent to reduce router latency through modified router
architectures and designs [8]. NoCs can be designed for general-
purpose CMPs [16, 26, 28] or application-specific MPSoCs [6, 20].
The challenges are different in each case. Since general-purpose
CMPs are designed to run a wide range of applications, the applica-

tion traffic characteristics are inherently unknown a priori. Hence,
the configurations of on-chip routers, such as the number of virtual
channels, are typically uniform across all routers in the design. On
the other hand, since application-specific MPSoCs are designed to
implement specific functions efficiently, the configuration of each
router in the network can be non-uniformly optimized to the traffic
characteristics of the particular application.
With power being a first-order design constraint, network re-

sources must be carefully allocated to minimize overall power with
no or minimal loss in performance. Though the problem of NoC
configuration for application-specific MPSoCs is not new, prior ap-
proaches [4, 10, 11] have been average-rate driven in that the traffic
characteristics have been modeled with average data rates. Un-
fortunately, average-rate models are poor representations of actual
traffic characteristics for real applications. Figure 1 contrasts ac-
tual vs. average traffic of two real applications from the PARSEC
[3] benchmark suite. The actual traffic behavior tends to be very
bursty, with substantial fluctuations over time. This motivates a
hypothesis that average-rate driven approaches may be misled by
average traffic characteristics, resulting in poor design choices that
are not well-matched to the actual traffic characteristics.
To illustrate the potential suboptimality of average-rate driven

approaches, we consider the problem of application-specific
VC allocation. In a typical design of virtual channel routers, a
fixed amount of hardware resources (i.e., queues) is set aside to
implement the VC buffers. With power now the first-order design
constraint, the decision that needs to be made is how to allocate
these resources such that certain performance criteria are satisfied
while the number of allocated VCs is kept at a minimum. In par-
ticular, we are interested in metrics that reflect the performance of
the actual application, for example the average packet latency with
respect to a given application trace. In particular, we considered
the following problem.

Given:

• Application trace, Atrace

• Network topology, T (C,L), whereC is the set of processing
cores and L is the set of physical links

• DeterministicXY routing algorithm, R

• Target latency constraint,Dtarget

Determine:
• A mapping nV C from the set of links L to a set of positive
integers, i.e., nV C : L → Z+, where for any l ∈ L, nV C(l)
gives the number of VCs associated with link l, such thatP

l∈L nV C(l) is minimized while average packet latency us-
ing routing algorithm R, D(nV C , R), is within a target la-
tency constraintDtarget
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Objective:
• Minimize

P
l∈L nV C(l)

Subject to:
• D(nV C , R) ≤ Dtarget

To quantify the limitations of average-rate driven approaches,
Kahng et al. [13] have recently proposed two application-specific
VC allocation heuristics as just one facet of the router configura-
tion problem. The authors of [13] have also evaluated an existing
average-rate driven VC allocation method [11] on the applications
in the PARSEC benchmark suite. The evaluation is based on min-
imizing the total number of virtual channels allocated to achieve
a given average packet latency performance. The results in [13]
show that the same average packet latency performance achieved
using an average-rate driven optimization method can be matched
by their trace-driven heuristics with 35% fewer VCs and a corre-
sponding reduction in buffer (and, power and area) requirements.
Despite being quite successful in capturing the application speci-

ficity, simple trace-driven approaches [13] incur significant runtime
cost compared with average-rate approaches. There are two ways
to enhance the runtime of the proposed trace-driven optimization
schemes: (1) improve the runtime of trace simulation, and (2) use
different metrics to capture the average packet latency such that
fewer trace simulations are required to make optimization deci-
sions. In this paper, we focus on (2) and propose efficient trace-
driven metaheuristics for the problem of router VC allocation which
substantially improve the runtime complexity of the approach pro-
posed in [13] with no degradation in quality of results.
The contributions of our work are listed below.

• We propose two metrics: (1) significant VC failure (SVCF),
and (2) queueing delay to capture the impact of addition of
a single VC on average packet latency. In addition, we show
that these metrics can appropriately account for actual run-
time VC resource contentions.

• We develop architecture-level optimization techniques based
on a trace-driven paradigm that directly incorporates actual
application-traffic behavior and workloads into the optimiza-
tion process.

• We evaluate our proposed heuristics on a set of real applica-
tions. In particular, we evaluate our methods on the PAR-
SEC benchmark suite, which contains multi-threaded pro-
grams that are representative of emerging workloads.

• We also compare our proposed heuristics with a recently
proposed trace-driven approach [13] and observe an O(|L|)
speedup with no degradation in the quality of results, where
|L| is the total number of links in the network.

The remainder of this paper is organized as follows. In Section
2, we contrast against prior related work. Section 3 describes our
proposed efficient trace-driven non-uniform VC allocation heuris-
tics. In Section 4, we propose two efficient metaheuristics using
our basic heuristics described in Section 3, and show that they can
provide significant runtime improvement compared with a recently
proposed trace-driven approach [13]. Section 5 shows our experi-
mental setup and testcases and presents our results. Finally, Section
6 concludes the paper.

2. RELATEDWORK
Among the various components of an input-buffered router, the

configuration of input buffers has been shown to have a major im-
pact on both the overall performance of an on-chip network as well
as its energy consumption [9, 15, 18, 12]. Therefore, determining
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Figure 1: Actual versus average communication traffic between
two arbitrary nodes in the network, for two different PARSEC
benchmark applications.

the optimal buffer size and VC allocation is of critical importance in
maximizing performance and minimizing of power consumption.
For buffer sizing, a number of methods have been proposed in

the literature.

• Chandra et al. [4] propose a sizing algorithm based on bursty
transmission rates of packets. A significant drawback of this
work is their use of synthetic traffic models, which can po-
tentially impact the relevance of their solution.

• Manolache et al. [17] propose a traffic shaping methodol-
ogy in which packets are delayed at the source to avoid con-
tention between different flows, as to reduce the total amount
of buffer usage along intermediate nodes.

• Hu et al. [10] propose a probabilistic approach for the sizing
of input buffers along the intermediate nodes of a network.
Their main goal is to minimize the average packet latency of
all packet transmissions in the network while remaining un-
der an overall target buffer area budget. However, in their
work [10], their method assumes packets as atomic units of
storage (i.e., store-and-forward). On the other hand, mod-
ern routers use flit-level flow control to achieve better latency
performance and area.

For VC allocation, several approaches have also been proposed.

• Huang et al. [11] propose a queueing-based algorithm for
VC allocation. Their focus is on determining the number of
VCs to allocate to each link, with the assumption that the
network topology, the mapping of tasks to the NoC, and the
choice of deterministic routing are all given. They proposed a
greedy algorithm that increases the number of VCs allocated
to a given link only if the addition reduces the average packet
latency.

• Al Faruque et al. [2] proposed a two-step VC allocation ap-
proach that aims to minimize the number of VCs required
to achieve a certain quality of service (QoS) level. Their
VC allocation approach is carried out during the task map-
ping stage. By assuming a Poisson packet arrival process,
they try to estimate the size of each VC for each output port.
The main shortcoming of this approach is their reliance on
Markovian assumptions for multimedia applications. These
assumptions have been shown to be unreliable by other works
(e.g., [30]).
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• In addition to static buffer and VC allocation approaches dis-
cussed above, which are decided at design time, several meth-
ods have been proposed to dynamically allocate buffers and
number of VCs at runtime. Several methods have been pro-
posed [25, 21, 7] for dynamic buffer space allocation. For ex-
ample, the dynamically allocated multi-queue approach [25]
uses linklists to allocate VCs to each port. However, to up-
date the logical pointer to the free list, a 3-cycle delay is in-
curred at every flit arrival/departure, making this method un-
suitable for high-performance applications.

• The fully-connected circular buffer approach [21] uses reg-
isters to selectively shift flits within buffers. However, this
solution requires a large P 2 × P crossbar instead of a con-
ventional P × P crossbar, where P is the number of ports.
It also requires existing flits to be shifted when new flits ar-
rive. Hence, this approach has significant latency and power
overhead.

• Finally, Nicopolous et al. [22] propose a dynamic VC al-
location approach called ViChaR in which the number of
VCs and the depth of buffers per VC are dynamically ad-
justed based on the traffic load. However, since there can be
as many VCs as there are flit buffers, control logic becomes
complicated.

In summary, runtime dynamic allocation of buffers seems more
desirable for general-purpose and reconfigurable design platforms
that execute different workloads. However, design-time allocation
of VCs appears more desirable for application-specific NoCs that
are intended to implement a specific application or a limited class
of applications. In this paper, we propose efficient VC alloca-
tion metaheuristics that can significantly reduce the number of VCs
needed to achieve a target performance for a given application.

3. TRACE-DRIVEN VC ALLOCATION
In this section, we propose a new metric called significant VC

failure (SVCF) to implicitly capture the impact that VC allocation
has on network performance. Using this new metric, as well as an
existing queueing delay metric, we propose new efficient heuris-
tics that can significantly reduce the number of simulations that
are needed in a general trace-driven optimization approach. These
heuristics are described in the following three subsections.

3.1 SVCF-Driven VC Allocation
We propose to apply the concept of significant VC failure

(SVCF) to implicitly capture the impact of virtual channels on av-
erage packet latency. A significant VC failure occurs when a new
packet cannot acquire a virtual channel because all virtual chan-
nels that use the same output link are already held by packets that
are “blocked” from proceeding further by downstream contentions.
In this scenario, the output link unnecessarily remains idle until a
packet that already holds a virtual channel can proceed.
To give a flavor of what we mean by a significant VC failure, con-

sider the example shown in Figure 2. Suppose we have three pack-
ets with the following (source, destination): (A,F ), (B,D),
and (E,D), with all three packets 10-flits in size. Packet (E,D)
is injected at time 0, and Packets (A,F ) and (B,D) are injected
at time 1. We assume in this example that links only have a sin-
gle VC (i.e., wormhole configuration) with 10 flits per VC. Link 2
will carry two packets from (A,F ) and (B,D), and Link 3 will
also carry two packets from (B,D) and (E,D). We observe that
Packet (A,F ) is “blocked” from proceeding because Link 2 is held
by Packet (B,D) which itself is “blocked” from proceeding since
Packet (E,D) has already held Link 3. Note that, as long as Packet
(B,D) is blocked, Packet (A,F ) is also blocked even though it is
heading to a different destination. Only when all 10 flits of Packet

(E,D) have traversed Link 3, then Packet (B,D) can proceed;
however, Packet (A,F ) needs to wait until all flits of Packet (B,D)
have traversed Link 2 before it can proceed to its destination, F .
However, if we add one VC to Link 2 then Packet (A,F ) can by-
pass Packet (B,D)while Packet (B,D) is being blocked by Packet
(E,D). Each time that Packet (A,F ) tries to acquire a VC, a sig-
nificant VC failure occurs until Packet (B,D) leaves Link 2. On
the other hand, when Packet (B,D) requests for a VC on Link 3,
the VC failure is not considered significant because Packet (E,D)
is using Link 3.

A B C E

F

D

1 2

3

5

4

P(A, F)

P(B, D) P(E, D)

Figure 2: An example of significant VC failure.

Algorithm: SVCF-Driven
Input: Application trace, Atrace; Network topology, T (C,L);
Deterministic routing algorithm, R; Target latency constraint,Dtarget
Output: VC configuration vector, nV C , which contains the number of
VCs associated with each link l ∈ L

1. for l = 1 to |L|
2. ncurrent

V C [l] = 1;

3. NV C = |L|;
4. while (NV C ≤ budgetV C) {

5. ncurrent
SV CF = ComputeSV CF (ncurrent

V C );

6. find l∗ that maximizes nSV CF [l∗];

7. ncurrent
V C [l∗] = ncurrent

V C [l∗] + 1;

8. NV C++;

9. }

Figure 3: Significant VC failure-driven VC allocation heuristic.

Figure 3 shows the SVCF-driven VC allocation heuristic. The
algorithm initializes every link, l, with one VC; this is equivalent to
wormhole routing (Line 2). Hence, the total number of VCs in the
network,NV C is initialized to the total number of links, |L|. Then,
the algorithm proceeds in a greedy fashion: in each iteration the
significant failures of all the |L| possible links in the current con-
figuration, ncurrent

V C , are calculated using ComputeSV CF (Line
5). We use trace simulations to evaluate ComputeSV CF . Subse-
quently, one VC is added to the link with the maximum number of
significant failures, nSV CF [l∗]. The algorithm stops when the total
number of allocated VCs exceeds the VC budget, budgetV C .
Figure 4 shows the average packet latency of each intermedi-

ate configuration using SVCF-driven heuristic and the approach
proposed by [13] for two different traces, ferret and blackscholes
(bs) from the PARSEC benchmark suite. We observe that our pro-
posed SVCF-driven heuristic can achieve up to 20% and 23% re-
duction in number of allocated VCs compared with 160 VCs re-
quired for uniform-2VC and 208 VCs required for uniform-3VC
configurations, respectively. In addition, we achieve average packet
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latency values within 9% of those achieved by [13] while provid-
ing a speedup of O(|L|). As network size increases, the method
proposed by [13] requires significantly more computing resource,
i.e., O(|L|) simultaneous simulations, compared with only 1 simu-
lation per iteration in our proposed SVCF-driven heuristic. We note
that our proposed SVCF-driven heuristic cannot reduce the average
packet latency as much as the method of [13], and we attribute this
to: (1) the fact that we are not directly minimizing average packet
latency, and (2) links with highest SVCF count may not have the
heaviest traffic load, and thus cannot reduce APL as much.
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Figure 4: Performance of SVCF-driven VC allocation heuristic
on ferret and blackscholes traces.

3.2 Queueing Delay-Driven VC allocation
In this subsection, we describe another simple VC allocation

heuristic in which we use the queueing delays observed at each link
to drive the VC allocation. In a conventional input-buffered router,
queueing delay is the time a flit needs to wait in the buffers before
it gets access to its designated output link. The queueing delay of
a flit at link l of a router is measured as the difference between the
time a flit enters the input buffer of the router until it departs the
router through output link l. The queueing delay of a link l is the
sum of the queueing delays of all flits passing through link l.
This approach is structurally similar to the SVCF-driven heuristic

except that we use queueing delay as the driving metric. However,
the queueing delay-driven approach can better capture bottleneck
links early in the VC allocation process as shown in Figure 5. We
note that our proposed queueing delay-driven heuristic fails to im-
prove average packet latency after certain number of VCs have been
allocated. This is because after a few VC allocations the bottleneck
shifts from the nodes with heavy traffic to downstream nodes; how-
ever, VC failure at downstream nodes causes the queueing delay of
the flits residing in the source nodes to increase. Hence, our pro-
posed queueing delay-driven approach will allocate VCs to links
in source nodes instead of links in downstream nodes. Figure 5
shows the average packet latency of each intermediate configura-
tion using queueing delay-driven, SVCF-driven heuristic as well as
the approach proposed by [13] for canneal trace from the PARSEC
benchmark suite.

3.3 Top-k Selection Heuristic
In this subsection, we propose an efficient, and yet simple ap-

proach for improving the performance of our SVCF- and queueing
delay-driven heuristics. The hypothesis is that we can significantly
improve the quality of solutions obtained by SVCF- and queue-
ing delay-driven heuristics by simultaneously evaluating more than
one of their suggested solutions. In other words, we will evaluate
the top-k solutions and determine the best solution based on the
maximum reduction in average packet latency.
Figure 6 shows our top-k SVCF-driven VC allocation heuristic.

The algorithm initializes every link, l, with one VC (Line 2). Hence,
the total number of VCs in the network, NV C is initialized to the
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Figure 5: Comparison of SVCF-driven, queue delay-driven,
and [13] VC allocation heuristics on canneal trace.

total number of links, |L|. Then, the algorithm proceeds in a greedy
fashion: in each iteration, significant VC failure values correspond-
ing to each link in the current configuration, ncurrent

V C , are com-
puted using ComputeSV CF , where we use trace simulation to
evaluate ComputeSV CF (Line 5). Then, we find the top k links
that have the highest number of significant VC failures (Line 6),
and add one VC to each of these k configurations (Line 8). Next,
we run k parallel trace simulations to evaluate the quality of each
configuration, and pick the one that minimizes the average packet
latency the most (Line 11). In the shown pseudocode (Figure 6),
ComputeAPL performs trace simulation on a given VC configu-
ration and reports the average packet latency for that VC configura-
tion. The algorithm stops when the total number of allocated VCs
exceeds budgetV C .

Algorithm: Top-k SVCF-Driven
Input: Application trace, Atrace; Network topology, T (C,L);
Deterministic routing algorithm, R; Target latency constraint,Dtarget
Output: VC configuration vector, nV C , which contains the number of
VCs associated with each link l ∈ L

1. for l = 1 to |L|
2. ncurrent

V C [l] = 1;

3. NV C = |L|;
4. while (NV C ≤ budgetV C) {

5. ncurrent
SV CF = ComputeSV CF (ncurrent

V C );

6. find top-k l∗i corresponding to top-k nSV CF [l∗i ];
7. for i=1 to k {
8. ncurrent

V C [l∗i ] = ncurrent
V C [l∗i ] + 1;

9. APL[i]=ComputeAPL(ncurrent
V C [l∗i ]);

10. }

11. findm∗
i that minimizes APL[m∗

i ]

12. ncurrent
V C = ncurrent

V C [l∗m];

13. NV C++;

14. }

Figure 6: Top-k significant VC failure-driven VC allocation
heuristic.

To determine an appropriate value for k, we perform a simple
sensitivity analysis in which we run the heuristic for multiple k val-
ues with reduced trace length. In our sensitivity experiments, we
are interested in the number of allocated VCs to satisfy an average
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packet latency constraint for a given VC configuration. We perform
the sensitivity experiments for k ∈ {1, 3, 5, 8, 10, 15} and assess
at which point the increase in k does not improve the quality of
the solutions. Figure 7 shows the sensitivity analysis results for all
PARSEC traces. The x-axis shows the value of k, and the y-axis
is number of VCs required to satisfy the average packet latency of
a uniform configuration with 2 VCs per link. From Figure 7, we
observe that for all of the traces, except for vips, k= 5 gives the
best tradeoff between quality of results and runtime, i.e., the reduc-
tion in average packet latency is within 2% beyond k = 5. For vips
trace, k = 10 gives an additional 8% improvement in average packet
latency compared with k = 5; however, in our experiments we as-
sume k = 5 for all the PARSEC benchmark traces. Similarly, we
have performed sensitivity analysis for our queueing delay-driven
heuristic and have determined that k = 15 offers the best tradeoff
between quality of the results and runtime. The results presented
are for a mesh network with 16 nodes and 64 links (details of the
setup are explained in Section 5.1).
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Figure 7: Sensitivity analysis of the k parameter for the PAR-
SEC benchmark traces.

4. EFFICIENT METAHEURISTICS
In this section, we propose two efficient and more robust VC

allocation metaheuristics by combining the heuristics described in
Section 3.

4.1 Hybrid Metaheuristic
In our proposed hybrid metaheuristic, we combine the top-k

SVCF-driven and queueing delay-driven VC allocation heuristics
such that in each iteration we pick the best configuration out of
these two heuristics. The key to our hybrid metaheuristic is that
SVCF-driven and queueing delay-driven VC allocation heuristics
each performs quite well in different VC regimes. In other words,
the SVCF-driven heuristic seems to perform well once there are
already a few VCs inserted in the network, whereas the queueing
delay-driven heuristic performs well in the beginning, i.e., where
there are only few VCs in the network.
Figure 8 shows our proposed hybrid metaheuristic. The algo-

rithm initializes every link, l, with one VC; this is equivalent to
wormhole routing (Line 2). Hence, the total number of VCs in
the network, NV C is initialized to the total number of links, |L|.
Then, the algorithm proceeds in a greedy fashion: in each iteration,
the significant VC failures associated with all of the |L| possible
links in the current configuration, ncurrent

V C , are calculated using
ComputeSV CF (Line 5). In parallel, we also run ComputeQD
on ncurrent

V C to determine the total queueing delay associated with
all of the |L| possible links (Line 6). Subsequently, we find the
corresponding top-k and top-k′ links with the highest number of
significant VC failure and queueing delay, respectively (Lines 7-8).

Then, we run k + k′ parallel trace simulations in which we add
one VC to each of the suggested k+ k′ configurations and evaluate
their impact on average packet latency (Lines 9-12 and 13-16). Fi-
nally, we pick the VC configuration with the lowest average packet
latency and set that as the starting configuration for the next itera-
tion. The algorithm stops when the total number of allocated VCs
exceeds the VC budget, budgetV C .

Algorithm: Hybrid Metaheuristic
Input: Application trace, Atrace; Network topology, T (C,L);
Deterministic routing algorithm, R; Target latency constraint,Dtarget
Output: VC configuration vector, nV C , which contains the number of
VCs associated with each link l ∈ L

1. for l = 1 to |L|
2. ncurrent

V C [l] = 1;

4. while (NV C ≤ budgetV C) {

5. ncurrent
SV CF = ComputeSV CF (ncurrent

V C );

6. ncurrent
QD = ComputeQD(ncurrent

V C );

7. find top-k l∗i corresponding to top-k nSV CF [l∗i ];

8. find top-k′ m∗
i corresponding to top-k nQD[m∗

i ];

9. for i=1 to k {
10. ncurrent

V C [l∗i ] = ncurrent
V C [l∗i ] + 1;

11. APL[i]=ComputeAPL(ncurrent
V C [l∗i ]);

12. }

13. for i=1 to k′ {
14. ncurrent

V C [m∗
i ] = ncurrent

V C [m∗
i ] + 1;

15. APL[i+ k]=ComputeAPL(ncurrent
V C [m∗

i ]);

16. }

17. find n∗
i that minimizes APL[n∗

i ]

18. ncurrent
V C = ncurrent

V C [l∗n];

19. NV C++;

20. }

Figure 8: Hybrid metaheuristic using top-k SVCF-driven and
queueing delay-driven VC allocation heuristics.

4.2 Multi-Stage Metaheuristic
From previous subsections, we observe that our queueing delay-

driven heuristic performs well starting from an initial configuration
(i.e., wormhole configuration), and that our SVCF-driven heuristic
performs well when there are already a number of VCs allocated.
Knowing this, we propose a 2-stage metaheuristic in which we start
with our top-k queueing delay-driven algorithm and will switch to
top-k SVCF-driven algorithm once the difference in average packet
latency of two consecutive configurations falls below a certain ther-
shold, s.
Figure 9 shows our proposed two-stage metaheuristic which is

similar to our hybrid metaheuristic, but uses some constant number
less trace simulations with no degradation in results. The algorithm
initializes every link, l, with one VC; this is equivalent to worm-
hole routing (Line 2). Hence, the total number of VCs in the net-
work, NV C is initialized to the total number of links, |L|. Then,
the algorithm proceeds in a greedy fashion: in each iteration the
algorithm picks either top-k SVCF-driven or top-k queueing delay-
driven heuristic based on the average packet latency improvement
threshold, s, which is defined as the difference in average packet la-
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tency for two consecutive iterations. Based on our previous findings
(cf. Subsection 3.2), we start with queueing delay-driven heuris-
tic first (Lines 7-15). Once, the APL improvement threshold falls
below the defined value, the algorithm chooses the top-k SVCF-
driven heuristic (Lines 19-26). We use trace simulations to evaluate
both ComputeSV CF and ComputeQD. The algorithm stops
when the total number of allocated VCs exceeds the VC budget,
budgetV C . To find an appropriate value for s, we have performed
similar sensitivity analysis as described in Subsection 3.3, and have
chosen s=0.5.

Algorithm: Two-Stage Metaheuristic
Input: Application trace, Atrace; Network topology, T (C,L);
Deterministic routing algorithm, R; Target latency constraint,Dtarget
Output: VC configuration vector, nV C , which contains the number of
VCs associated with each link l ∈ L

1. for l = 1 to |L|
2. ncurrent

V C [l] = 1;

4. switch = false;

5. while (NV C ≤ budgetV C) {

6. if(!switch) {

7. ncurrent
QD = ComputeQD(ncurrent

V C );

8. find top-k m∗
i corresponding to top-k nQD[m∗

i ];

9. for i=1 to k {
10. ncurrent

V C [l∗i ] = ncurrent
V C [l∗i ] + 1;

11. APL[i]=ComputeAPL(ncurrent
V C [l∗i ]);

12. }

13. find n∗
i that minimizes APL[n∗

i ]

14. ncurrent
V C = ncurrent

V C [l∗n];

15. NV C++;

16. if(APLNV C−1 −APLNV C
< s)

17. switch=true;

18. }

19. else {
20. ncurrent

SV CF = ComputeSV CF (ncurrent
V C );

21. find top-k′ l∗i corresponding to top-k nSV CF [l∗i ];

22. for i=1 to k′ {
23. ncurrent

V C [m∗
i ] = ncurrent

V C [m∗
i ] + 1;

24. APL[i]=ComputeAPL(ncurrent
V C [m∗

i ]);

25. }

26. find n∗
i that minimizes APL[n∗

i ]

27. ncurrent
V C = ncurrent

V C [l∗n];

28. NV C++;

29. }

30. }

Figure 9: Two-stage metaheuristic using top-k SVCF-driven
and queueing delay-driven VC allocation heuristics.

4.3 Runtime Analysis
As we have noted earlier, simple trace-driven approaches [13]

require relatively larger runtime compared with average-rate ap-
proaches. In this paper, we focus on defining new metrics (i.e.,
significant VC failure and queueing delay) that can more efficiently

capture the impact of VC allocation on performance. The runtime
complexities of our proposed heuristics are as follows.
Letm be the number of VCs added to an initial VC configuration.

The runtime of our SVCF- and queueing delay-driven heuristics,
TSV CF/QD , for any given input trace is expressed as follows:

TSV CF/QD = m× T (tr) (1)

where T (tr) is the average runtime of (cycle-accurate, flit-level)
trace simulation simulator over all VC configurations explored by
the algorithm. The above two heuristics do not require O(|L|)
simultaneous simulations as in [13], which results in an O(|L|)
speedup.
The runtime for our proposed top-k SVCF- and queueing delay-

driven heuristics to insertm VCs is

Ttop-k SV CF/top-k QC
= m× k × T (tr) (2)

which also results in anO(|L|) speedup (since k is a small constant)
when compared with the method of [13]. Finally, the runtime of our
proposed hybrid and two-stage metaheuristics to insertm VCs are

Thybrid = m× (k + k′) × T (tr) (3)

Ttwo−stage = r × k × T (tr) + (m− r) × k′ × T (tr) (4)

where k and k′ are derived using sensitivity analysis as explained
earlier (cf. Subsection 4.1), and r denotes the number of iterations
that the two-stage metaheuristic chooses the queueing delay-driven
heuristic.

5. EVALUATION AND DISCUSSIONS
In this section, we describe our experimental setup, and then we

evaluate the performance of our proposed metaheuristics with re-
spect to (1) uniform VC configurations, and (2) simple trace-driven
approach recently proposed by [13]. We show that our proposed
approach can achieve the same quality of results with significant
runtime improvement (i.e., O(|L|)).

5.1 Experimental Setup
To determine the average packet latency of a given application

trace, we use PopNet [24], a flit-level, cycle accurate on-chip net-
work simulator. PopNet models a typical input-buffered VC router
with four pipeline stages. Route computation and VC allocation
are performed in the first pipeline stage, followed by switch arbitra-
tion, switch traversal and link traversal. The head flit of a packet
proceeds through all four stages while the body flits bypass the
first pipeline stage and inherit the output port and output VC re-
served by the head flit. Non-uniform VC configurations are im-
plemented by individually configuring the number of VCs at each
router port. The routers are connected in a two-dimensional mesh
topology and dimension-ordered routing is employed where pack-
ets are first routed in the X dimension followed by the Y dimen-
sion. The latency of a packet is measured as the delay between the
time the header flit is injected into the network and the time the
tail flit is consumed at the destination. The APL value reported by
PopNet is the average latency over all packets in the input traffic
trace.
To evaluate our VC allocation heuristics, we use seven ap-

plications from the PARSEC benchmark suite, namely, canneal,
blackscholes, fluidanimate, ferret, swaptions, vips and x264 [3].
These benchmarks are multithreaded programs encompassing di-
verse application domains and representative of emerging future
workloads. The network traffic traces were generated by running
these programs on Virtutech Simics [33], a full system simulator,
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Table 1: Processor configuration for generation of PARSEC
benchmark traces.

Number of Cores 16
Private L1 cache 32KB
Shared L2 cache 1MB distributed over 16 banks
Memory latency 170 cycles
Network topology 4×4 mesh
Packet sizes 72B data packets, 8B control packets

and capturing the program’s memory trace. The GEMS toolset [19]
runs on top of Simics and performs accurate timing simulation. We
simulate a 16-core tiled CMP architecture arranged in a 4×4mesh,
with parameters shown in Table 1. Each tile consists of an in-order
SPARC core with private L1 and shared L2 cache. DRAM is at-
tached to the chip using four memory controllers that are at the cor-
ners of the mesh. For the purpose of trace collection, the GARNET
interconnect model [1] with 8 VCs per link is used.
In all seven traces, every node in the mesh both sends and re-

ceives packets. A 4 × 4 mesh has 48 links and 16 injection ports
at each node. The number of VCs for each of these links can
be individually configured. To decouple the VC allocation and
buffer space allocation problems, we assume that each VC has a
fixed buffer length of 10 flits/VC, which is larger than the maxi-
mum packet size of the application. We statically allocate 4 VCs to
each of the 16 injection ports in our heuristics to ensure that there
is no head-of-line blocking and that the performance bottleneck is
shifted to the regular links and not the injection ports. Hence, we
start with a wormhole configuration with 112 VCs (1 VC/link +
4 VCs/injection port) and set our VC budget to 256 VCs, equiva-
lent to an uniform configuration with 4 VCs at every link. Every
iteration of the addition and deletion heuristics creates at most 48
perturbations which are run in parallel on a computational grid.

5.2 Significance Assessment
In this subsection, we present the results of our proposed VC

allocation metaheuristics on average packet latency reduction and
reduction in number of VCs under a target performance. We com-
pare our proposed approaches with uniform VC allocation, and the
simple trace-driven heuristics recently proposed by [13] using seven
traces from PARSEC [3] benchmark suites. Figures 10 and 11 show
that our proposed algorithms can reduce the number of VCs re-
quired to achieve the same target latency as uniform configurations
with two VCs per port and three VCs per port, respectively. We
also show that our algorithms can achieve higher reductions in the
number of VCs compared with the recently proposed trace-driven
approach [13].
Figure 10 shows the number of allocated VCs using our hybrid

and two-stage metaheuristics to achieve the same average packet
latency as that of a uniform configuration with 2VCs per port
(uniform-2VC). We observe that both of our proposed metaheuris-
tics can achieve up to 24.4% reduction in number of allocated VCs.
On average, our hybrid and two-stage metaheuristics reduce the
number of VCs by around 13.5% and 14.5% across all benchmarks
with respect to uniform-2VC and uniform-3VC configurations, re-
spectively. Figure 11 shows the number of VCs required using our
algorithms to achieve the same average packet latency as an uni-
form configuration with 3VCs per port (uniform-3VC). We see high
reductions of up to 38% for both hybrid and two-stage metaheuris-
tics, compared to the 208 VCs required by the uniform configura-
tion.
Figures 10 and 11 also show our proposed metaheuristics match

the solution quality of the approach recently proposed by [13] while
reducing the runtime complexity by O(|L|). Figure 12 shows the

number of simulations required by our proposed metaheuristics,
versus the approach of [13], to achieve the same average packet la-
tency as uniform-2VC and uniform-3VC. In our experiments, we
observe up to 90% reduction in the total number of simulations
compared to the approach proposed in [13].
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Figure 10: Comparison of hybrid and two-stage VC allocation
metaheuristics versus the method of [13], and uniform-2VC
configuration.
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Figure 11: Comparison of hybrid and two-stage VC allocation
metaheuristics versus the method of [13], and uniform-3VC
configuration.
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Figure 12: Comparison of number of simulations required for
our proposed metaheuristics versus the method of [13].
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6. CONCLUSIONS
In this paper, we propose efficient trace-driven metaheuristics for

optimization of NoC configurations in today’s application-specific
MPSoCs. Application traces can accurately capture the temporal
variability in network traffic and contention between traffic flows,
which is not feasible with previously proposed solutions based on
average data rates. In comparison with uniform VC allocation, our
heuristics achieve up to 38% reduction in number of VCs. These
reductions over uniform VC allocation are mainly seen because
our VC allocation schemes are able to fully exploit the extra de-
gree of freedom offered by non-uniform VC allocation, using com-
plete knowledge of the application trace. We have also compared
our proposed heuristics against a recently proposed trace-driven ap-
proach [13] and have achieved similar reductions in total number of
VCs while reducing the runtime complexity byO(|L|). Our results
clearly show the benefits of an efficient trace-driven approach in the
optimization of NoC configurations.

7. ACKNOWLEDGMENTS
Support from the MARCO/DARPA Gigascale Systems Research

Center and NSF CCF-0811866 is gratefully acknowledged.

8. REFERENCES
[1] N. Agarwal, L.-S. Peh and N. K. Jha, “GARNET: A Detailed

Interconnection Network Model Inside a Full-System
Simulation Framework”, Technical report CE-P08-001,
Dept. of Electrical Engineering, Princeton University, 2008.

[2] M. Al Faruque and J. Henkel, “Minimizing Virtual Channel
Buffer for Routers in On-Chip Communication
Architectures”, Proc. DATE, 2008, pp. 1238–1243.

[3] C. Bienia, S. Kumar, J. P. Singh and K. Li, “The PARSEC
Benchmark Suite: Characterization and Architectural
Implications”, Technical Report TR-811-08, Princeton
University, 2008.

[4] V. Chandra, A. Xu, H. Schmit and L. Pileggi, “An
Interconnect Channel Design Methodology for
High-Performance Integrated Circuits”, Proc. DATE, 2004,
pp. 1138–1143.

[5] W. J. Dally and C. L. Seitz, “The Torus Routing Chip”,
Journal of Distributed Computing, 1(3), 1986, pp. 187–196.

[6] W. J. Dally and B. Towles, “Route Packets, Not Wires:
On-Chip Interconnection Networks”, Proc. DAC, 2001, pp.
684–689.

[7] W. J. Dally and B. Towles, Principles and Practices of
Interconnection Networks, Morgan Kaufmann, 2004.

[8] N. Enright-Jerger and L.-S. Peh, On-Chip Networks,
Synthesis Lecture, Morgan-Claypool Publishers, 2009.

[9] Y. Hoskote, S. Vangal, A. Singh, N. Borkar and S. Borkar, “A
5-GHz Mesh Interconnect for a Teraflops Processor”, IEEE
MICRO, 2007, pp. 51–61.

[10] J. Hu, U. Y. Ogras and R. Marculescu, “System-Level Buffer
Allocation for Application-Specific Networks-on-Chip
Router Design”, IEEE Trans. on CAD, 25(12), 2006, pp.
2919–2933.

[11] T.-C. Huang, U. Y. Ogras and R. Marculescu, “Virtual
Channel Planning for Networks-on-Chip”, Proc. ISQED,
2007, pp. 879–884.

[12] A. B. Kahng, B. Li, L.-S. Peh and K. Samadi, “ORION 2.0:
A Fast and Accurate NoC Power and Area Model for
Early-Stage Design Space Exploration”, Proc. DATE, 2009,
pp. 423–428.

[13] A. B. Kahng, B. Lin, K. Samadi and R. Sunkam Ramanujam,
“Trace-Driven Optimization of Networks-on-Chip
Configurations”, Proc. DAC, 2010, pp. 437–442.

[14] A. K. Kodi, A. Sarathy and A. Louri, “Design of Adaptive
Communication Channel Buffers for Low-Power
Area-Efficient Network-on-Chip Architectures”, Proc.
ANCS, 2007, pp. 47–56.

[15] A. K. Kodi, A. Sarathy and A. Louri, “Adaptive Channel
Buffers in On-Chip Interconnection Networks–A Power and
Performance Analysis”, IEEE Trans. on Computers, 57(9),
2008, pp. 1169–1181.

[16] P. Kongetira et al., “Niagara: A 32-Way Multithreaded
SPARC Processor”, IEEE MICRO, 25(2), 2005, pp.21–29.

[17] S. Manolache, P. Eles and Z. Peng, “Buffer Space
Optimization with Communication Synthesis and Traffic
Shaping for NoCs”, Proc. DATE, 2006, pp. 95–98.

[18] R. Marculescu and P. Bogdan, “The Chip is Network:
Toward a Science of Network-on-Chip Design”, Foundations
and Trends in EDA 2(4), 2007, pp. 371–461.

[19] M. M. K. Martin, D. J. Sorin, B. M. Beckmann, M. R. Marty,
M. Xu, A. R. Alameldeen, K. E. Moore, M. D. Hill and D. A.
Wood, “Multifacet’s General Execution-Driven
Multiprocessor Simulator (GEMS) Toolset”, SIGARCH
Computer Architecture News, 33(4), 2005, pp. 92–99.

[20] G. de Micheli and L. Benini, “Networks On Chip: A New
Paradigm for Systems on Chip Design”, Proc. DATE, 2002,
pp. 2–6.

[21] N. Ni, M. Pirvu and L. Bhuyan, “Circular Buffered Switch
Design with Wormhole Routing and Virtual Channels”, Proc.
ICCD, 1998, pp. 466–473.

[22] C. A. Nicopoulos, D. Park, J. Kim, N. Vijaykrishnan, M. S.
Yusif and C. R. Das, “ViChaR: A Dynamic Virtual Channel
Regulator for Network-on-Chip Routers”, Proc. MICRO,
2006, pp. 333–346.

[23] D. Pham et al., “The Design and Implementation of a
First-Generation Cell Processor”, Proc. ISSCC, 2005, pp.
184–185.

[24] L. Shang, L.S. Peh and N.K. Jha, “Dynamic Voltage Scaling
with Links for Power Optimization of Interconnection
Networks”, Proc. HPCA, 2003, pp. 91–102.

[25] Y. Tamir and G. L. Frazier, “High-Performance Multiqueue
Buffers for VLSI Communication Switches”, Proc. ISCA,
1988, pp. 343–354.

[26] M. B. Taylor et al., “Evaluation of the Raw Microprocessor:
An Exposed- Wire-Delay Architecture for ILP and Streams”,
Proc. ISCA, 2004, pp. 2–13.

[27] L. P. Tedesco, N. Calzans and F. Moraes, “Buffer Sizing for
Multimedia Flows in Packet-Switching NoCs”, Journal ICS,
3(1), 2008, pp. 46–56.

[28] S. R. Vangal, J. Howard, G. Ruhl, S. Dighe, H. Wilson, J.
Tschanz, D. Finan, A. Singh, T. Jacob, S. Jain, V. Erraguntla,
C. Roberts, Y. Hoskote, N. Borkar and S. Borkar, “An 80-Tile
Sub-100-W TeraFLOPS Processsor in 65nm CMOS," IEEE
Journal of Solid State Circuits, 2008, pp. 29–41.

[29] G. Varatkar and R. Marculescu, “Traffic Analysis for
On-Chip Networks Design of Multimedia Application”,
Proc. DAC, 2002, pp. 795–800.

[30] G. Varatkar and R. Marculescu, “On-Chip Traffic Modeling
and Synthesis for MPEG-2 Video Applications”, IEEE Trans.
on VLSI, 12(1), 2004, pp. 108–119.

[31] ARM Integrated Multiprocessor Core, 2006
http://www.arm.com/.

[32] International Technology Roadmap for Semiconductors,
http://www.itrs.net.

[33] Virtutech AB. Simics full system simulator
http://www.virtutech.com/.

263



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles false
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize false
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo false
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /Arial-Black
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialUnicodeMS
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /ComicSansMS
    /ComicSansMS-Bold
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /EstrangeloEdessa
    /FranklinGothic-Medium
    /FranklinGothic-MediumItalic
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Gautami
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Haettenschweiler
    /Impact
    /Kartika
    /Latha
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LucidaConsole
    /LucidaSans
    /LucidaSans-Demi
    /LucidaSans-DemiItalic
    /LucidaSans-Italic
    /LucidaSansUnicode
    /Mangal-Regular
    /MicrosoftSansSerif
    /MonotypeCorsiva
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /MVBoli
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Raavi
    /Shruti
    /Sylfaen
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Tunga-Regular
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /Vrinda
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 200
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 200
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 400
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create PDFs that match the "Required"  settings for PDF Specification 4.01)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


